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Abstract
This paper presents a novel receiver circuit to reduce the power dissipation of interconnect wires in a microprocessor. The interconnect wire power dissipation accounts for 50% of the total power in a modern microprocessor. We implement the data bus between L1-L2 cache of a 4-core Alpha processor using the proposed interconnect circuit to show the energy benefits in a microprocessor. Over a set of Splash benchmarks, which are used to characterize the CPU, the proposed circuit reduces total energy consumption by 70% while maintaining the same performance. The proposed circuit uses a novel charge-pump based technique to reduce the power. The proposed circuit is simulated for a 10mm long interconnect wire in a 45nm CMOS process, and it provides energy and delay improvements relative to prior art. 
Introduction
This paper presents a novel circuit to reduce the power dissipation of interconnect wires inside a microprocessor. The power dissipation of a processor has been rapidly increasing because of the increasing transistor count on a chip, which reduces the battery lifetime of the processor and also causes reliability issues due to overheating. This power dissipation should be reduced to address the above issues. The power dissipation of a microprocessor is composed of leakage power and switching power. While the leakage power is important when microprocessor is idle, the switching power is dominant during the time microprocessor is in use. In this paper we focus on circuit technique to reduce the switching power. 
The switching energy of a microprocessor is the energy that is dissipated while charging and discharging the logic gates. It is given by α*C*VDD2 where α is the activity, C is the total capacitance and VDD is the power supply level. The physical design of a logic gate incorporates transistor and interconnect wires connecting these transistors. The total energy dissipated, therefore can be broken down to α*(CT+CW)*VDD2, where CT is the total capacitance of transistors and CW is the total capacitance of wires.  Traditionally transistors were bigger and wires were smaller which made CT>>CW. So most of the energy was used in transistors and only a small amount of energy was wasted in parasitic interconnect wires. However with CMOS scaling transistors have become smaller and smaller and the number of transistors have increased significantly. The wires connecting these transistors have increased exponentially. They have become long as well. As a result CW~CT. Therefore the energy dissipated in parasitic interconnect wires have increased significantly. Studies have shown that 50% of total chip power is dissipated in interconnects in a modern microprocessor [2]. In this paper, we employ a novel charge-pump based interconnect circuit to reduce this power. The paper is organized in the following manner. In Section 2, we discuss the prevalent interconnects circuits. Section 3 describes the proposed interconnect scheme. Section 4 contains results, while Section 5 concludes the paper.
Prevalent Interconnect Architectures
Over the past decade, voltage scaling has been employed to reduce the power of interconnects [4-10]. In a voltage scaled interconnect, the interconnect wire is driven at a much lower voltage than the logic. Figure 1 shows the circuit diagram of voltage-scaled interconnect. A receiver circuit converts the low swing signal on the interconnect back to the full swing logic level. The energy dissipation is now given by α(CT*VDD2+CW*VDDI2). By making VDDI<VDD parasitic energy dissipation in interconnect wires can be reduced significantly.
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Figure 1  Voltage-scaled interconnect circuit
Addition of driver and receiver circuit adds a delay overhead and so the energy that can be saved is now traded off with performance .Various architectures for the interconnect driver and receiver have been proposed in the literature. These can broadly be categorized as single ended, differential, and capacitive interconnects. Table 1 shows an approximate energy-delay comparison of interconnect circuits reported in the literature.
Table 1: Energy and Delay of existing interconnects
	Schemes
	B/W (Ghz)
	Swing (VDDI)
	Normalized Energy

	Basic 
	>1
	1
	1

	Single-ended [4,5,7]
	<0.25
	0.6
	0.6

	Differential [8-10]
	>1
	0.05
	0.8

	Capacitive [6]
	<0.25
	0.05
	0.2


The basic and differential interconnect show the best performance, but they have higher energy consumption. The basic interconnect does not employ voltage scaling, and therefore consumes higher energy, while differential interconnects [8-10] use a differential amplifier and two wires per interconnect signal, which increases the energy consumption. The single ended interconnects [4-5,7] show reduced energy consumption, but their performance is poor. The capacitive interconnect saves up to 80% of energy. However, the best reported work in this category [6] claims a bandwidth of 250MHz, much lower than the desired on-chip signal rate of a GHz or higher. 
Interconnect Driver and Receiver circuits
[bookmark: _Ref280182371][image: ]
[bookmark: _Ref280184876]Figure 2 Asymmetric source follower driver [4]
Interconnect Driver: Figure 2 shows an asymmetric source-follower driver [4]. It uses two NMOS devices to drive both high and low voltages. When high is to be passed, MN1 is off and MN2 acts as a source follower to pass VDDI to the interconnect. The delay of transmitting a high through the NMOS is not increased because MN2 is over-driven. When a low is to be passed, MN2 is off, and MN1 turns on as in a regular inverter. Hence it converts a signal swing of 1V into a swing of 0.3V for the wires. 
Interconnect Receiver: Receiver design plays an important role in the overall performance of interconnects. Figure 3 shows the energy-delay points of different interconnects reported in the literature for a 10mm long wire. We scaled the data accordingly to compare with the 45nm CMOS process with nominal operating voltage at 1V. [image: ]
[bookmark: _Ref280192709]Figure 3 Energy-Delay points of interconnects in literature
The single ended interconnect implementations use a source follower receiver [4][5][7]. The performance of this receiver is poor. These interconnect circuits form the right side of Figure 3. Usually, basic interconnect or differential interconnect [8-10] is used for higher performance. The differential interconnect schemes employ a differential amplifier that consumes static current, increasing power overhead. These schemes form the left hand side of Figure 3. We find that existing solutions do not address power and performance of the interconnect in conjunction. The proposed interconnect circuit addresses this issue and gives a high performance yet lower power interconnect.
Proposed Interconnect Architecture
[image: ]
Figure 4 Proposed interconnect architecture
Figure 4 shows the block diagram of the proposed interconnect scheme. The proposed circuit can operate at an interconnect swing of 300mV.  We use asymmetric source follower driver [4], which is well suited for this case. The receiver is novel and uses a charge pump, which boosts the signal IN and improves its performance. 
Charge-Pump
Figure 5 shows a charge pump circuit. It consists of capacitors and switches. They close at different timing phase φ1 and φ2. Figure 5b) shows the phase I when φ1 closes. At this time the top plate of capacitor CF gets charged to VDDI while bottom plate gets charged to 0. Figure 3c) shows the circuit in timing phase φ2 which happens after φ1. At this point the bottom plate of the capacitor gets charged to VDDI. As a result the top plate gets charged 2*VDDI. If Co was initially charged to 0, it will get charged to 2*VDDI ( Co<<CF). This way we can generate a swing of 2*VDDI from a voltage of VDDI. One can use this technique to generate a voltage that can be n*VDDI. We use it to generate a swing of 3*VDDI. [image: ]
[bookmark: _Ref280207538]Figure 5 The Charge-Pump Circuit
In the proposed circuit the interconnect swings to VDDI=0.3V while the introduction of charge-pump causes the input of the receiver to swing to 3*VDDI. The increased swing at the input of the receiver improves its performance significantly. The circuit does not add to the power but add an additional area overhead which we discuss in the result section.
[image: ]
Figure 6 Simulation results of the receiver
Simulation: Figure 6 shows the simulation result of the interconnect circuit. The proposed interconnect circuit was designed in a 45nm CMOS process. We selected a 10mm long wire and introduced the proposed interconnect driver and receiver circuits at regular intervals. The driver circuit reduces the swing from the logic level (1V) to the interconnect level (0.3V) and launches it to the long interconnect wire. The receiver circuit receives this signal and converts it back to the logic level. Figure 6 shows a typical simulation result in 45nm CMOS for key signals of Figure 4. Net IN is the input to the charge pump and swings till 0.3V, while net A is the boosted signal and has total swing of 0.9V. Net OUT restored to 1V logic level.
The use of charge pumping technique can ideally make Net A of Figure 4 swing to (0.6+0.3V) 0.9V. Increased swing at A comes from the charge-pumps and not by increasing the interconnect swing, as was done in [4-5]. The lower voltage swing on the wire reduces energy dissipation while the elevated swing at the receiver level ensures good performance. Therefore, this approach saves power without impacting the performance.
Results
[image: ]
Figure 7 Proposed work in comparison with prior art
Figure 7 compares the proposed interconnect with existing architectures. [4-5,7-8] have results based on simulation while [6][9-10] have silicon results. The differential interconnect [6, 8-10] use a single supply, and the interconnect swing is restricted by IR drop in the diffamp. [4-5][7] are single ended interconnects. In [4] authors present multiple circuits with different input swing on the wires. They use one logic supply and one or more interconnect supply voltages for their circuits. [5] and [7] present circuits with only one supply and interconnect swings from VT to VDD-VT, resulting in higher swing and hence higher power. The proposed interconnect circuit uses a dedicated interconnect supply along with a supply voltage for the logic. The circuit has best energy number and achieves very high performance.
Table 2: Energy, Delay and area of interconnect 
	Schemes
	B/W (GHz)
	Swing (V)
	Norm. Energy
	Area of 1 repeater

	Basic
	>1
	1
	1
	2X

	S-E [4,5,7]
	<0.25
	0.6
	0.6
	15-24X

	Diff [8-10]
	>1
	0.05
	0.8
	100-250X

	Cap[6]
	<0.25
	0.05
	0.2
	NA

	This Work
	>1
	0.3
	0.3
	22X


We used the proposed interconnect to design the data bus connecting the L1 and L2 caches of a 4 core Alpha processor [12]. Each core has a local L1 cache, while L2 is shared among all cores. The data bus between L1 and L2 will form a long interconnect, which makes the case for our experiment. We simulated the Alpha using m5 simulator and a spice model for the interconnect circuits implementing the data bus inside the Alpha. We ran different Splash workloads to see the actual energy consumption in interconnect. We obtained this by monitoring the switching activity on the data bus and calculating the energy dissipated. This was done for differential, basic, and the proposed interconnect schemes set at the same delay constraint. The proposed architecture saves up to 70% energy.[image: ]
Figure 8 Total energy dissipated while running workloads
Conclusions
A new low power interconnect circuit was proposed and demonstrated. The proposed interconnect uses a charge-pumping technique to bump up the performance. Simulations of a four core Alpha processor running Splash workloads show up to 70% energy savings at constant performance over alternative interconnect implementations. 
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